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IP Spoofing    

1. INTRODUCTION

We use computers for everything from banking and investing to shopping and communicating with others through email or chat programs. Although you may not consider your communications "top secret," you probably do not want strangers reading your email, using your computer to attack other systems, sending forged email from your computer, or examining personal information stored on your computer, such as financial statements. Generally, when people use the Internet, their activities and their personal information are not private anymore. Most of these online activities are habitual processes you do without even thinking twice. For example, whenever you fill out a magazine subscription, complete a product registration card, apply for a bank account or a credit card, rent or purchase a property, make a purchase by using a credit card at a grocery store, data about your personal information and your lifestyle/shopping habits is collected. 
On the Internet, all of these activities can be saved to a database and then can be sold later to various national marketing organizations against your wish. For example, your credit history is stored as an electronic record and many companies check against it before opening a new account for you. Or worse, a doctor can check your record to find out if you have ever filed a malpractice suit before they accept you as a new patient. So your data is subject to be legally sold for marketing purposes, stolen through internet piracy, or hacked from the databases of legitimate marketers or service providers. 
Security on the Internet and on Local Area Networks is now at the forefront of the computer related issues. The technical jargon of the day is information warfare and network security, and there are valid reasons for their rise in importance. Throughout the evolution of networking and the Internet, the threats to information and networks have risen dramatically. Many of these threats have become cleverly exercised attacks causing damage or committing theft. Consequently, the public has become more conscious of the need for network security and so too has the government. Protective tools and techniques exist to combat security threats; nevertheless, only with the proper implementation will they succeed. 
Currently the greatest asset of corporations and governments is information. Information encompasses a wide range of diverse pieces including: computer data, marketing strategies, tax and personnel records, military strategies, financial data, communications, and business plans. Loss of information can be devastating for a corporation or government. Information security is the necessary means by which critical information is controlled and its loss is prevented. .Information security deals with those administrative policies and procedures for identifying, controlling, and protecting information from unauthorized manipulation. 
Network security is the most vital component in information security because it is responsible for securing all information passed through networked computers. .Network security refers to all hardware and software functions, characteristics, features, operational procedures, accountability measures, access controls, and administrative and management policy required to provide an acceptable level of protection for hardware, software, and information in a network

Criminals have long employed the tactic of masking their true identity, from disguises to aliases to caller-id blocking. It should come as no surprise then, that criminals who conduct their nefarious activities on networks and computers should employ such techniques. IP spoofing is one of the most common forms of on-line camouflage. In IP spoofing, an attacker gains unauthorized access to a computer or a network by making it appear that a malicious message has come from a trusted machine by “spoofing” the IP address of that machine. 

    1.1 Brief History of IP Spoofing

The concept of IP spoofing was initially discussed in academic circles in the 1980's. In the April 1989 article entitled: “Security Problems in the TCP/IP Protocol Suite”, author S. M Bellovin of AT & T Bell labs was among the first to identify IP spoofing as a real risk to computer networks. Bellovin describes how Robert Morris, creator of the now infamous Internet Worm, figured out how TCP created sequence numbers and forged a TCP packet sequence. This TCP packet included the destination address of his “victim” and using an IP spoofing attack Morris was able to obtain root access to his targeted system without a User ID or password. Another infamous attack, Kevin Mitnick's Christmas Day crack of Tsutomu Shimomura's machine, employed the IP spoofing and TCP sequence prediction techniques. While the popularity of such cracks has decreased due to the demise of the services they exploited, spoofing can still be used and needs to be addressed by all security administrators. A common misconception is that "IP spoofing" can be used to hide your IP address while surfing the Internet, chatting on-line, sending e-mail, and so forth. This is generally not true. Forging the source IP address causes the responses to be misdirected, meaning you cannot create a normal network connection. However, IP spoofing is an integral part of many network attacks that do not need to see responses (blind spoofing).

2. TCP/IP Protocol Suite
IP Spoofing exploits the flaws in TCP/IP protocol suite. In order to completely understand how these attacks can take place, one must examine the structure of the TCP/IP protocol suite. A basic understanding of these headers and network exchanges is crucial to the process. 
2.1 Internet Protocol – IP  
The Internet Protocol (or IP as it generally known), is the network layer of the Internet. IP provides a connection-less service. The job of IP is to route and send a packet to the packet's destination. IP provides no guarantee whatsoever, for the packets it tries to deliver. The IP packets are usually termed datagrams. The datagrams go through a series of routers before they reach the destination. At each node that the datagram passes through, the node determines the next hop for the datagram and routes it to the next hop. Since the network is dynamic, it is possible that two datagrams from the same source take different paths to make it to the destination. Since the network has variable delays, it is not guaranteed that the datagrams will be received in sequence. IP only tries for a best-effort delivery. It does not take care of lost packets; this is left to the higher layer protocols. There is no state maintained between two datagrams; in other words, IP is connection-less.
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Figure 1: IP packet Header

The IP Header is shown above. The Version is currently set to 4. In order to distinguish it from the new version IPv6, IP is also referred to as IPv4. The source address and the destination address are 4-byte Internet addresses. The Options field contains various options such as source based routing, and record route. The source based routing allows the sender to specify the path the datagram should take to reach the destination. Record route allows the sender to record the route the datagram is taking. None of the IP fields are encrypted and there no authentication. It would be extremely easy to set an arbitrary destination address (or the source address), and IP would send the datagram. The destination has no way of ascertaining the fact that the datagram actually originated from an IP address other than the one in the source address field. It is easy to see why any authentication scheme based on IP-addresses would fail.
2.2 Transmission Control Protocol – TCP 

IP can be thought of as a routing wrapper for layer 4 (transport), which contains the Transmission Control Protocol (TCP). Unlike IP, TCP uses a connection-oriented design. This means that the participants in a TCP session must first build a connection - via the 3-way handshake (SYN-SYN/ACK-ACK) - then update one another on progress - via sequences and acknowledgements. This “conversation”, ensures data reliability, since the sender receives an OK from the recipient after each packet exchange. 
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Figure 2:TCP Packet header

As you can see above, a TCP header is very different from an IP header. We are concerned with the first 12 bytes of the TCP packet, which contain port and sequencing information. Much like an IP datagram, TCP packets can be manipulated using software. The source and destination ports normally depend on the network application in use (for example, HTTP via port 80). What's important for our understanding of spoofing are the sequence and acknowledgement numbers. The data contained in these fields ensures packet delivery by determining whether or not a packet needs to be resent. The sequence number is the number of the first byte in the current packet, which is relevant to the data stream. The acknowledgement number, in turn, contains the value of the next expected sequence number in the stream. This relationship confirms, on both ends, that the proper packets were received. It’s quite different than IP, since transaction state is closely monitored.
2.3 Consequences of the TCP/IP Design 
Now that we have an overview of the TCP/IP formats, let's examine the consequences. Obviously, it's very easy to mask a source address by manipulating an IP header. This technique is used for obvious reasons and is employed in several of the attacks discussed below. Another consequence, specific to TCP, is sequence number prediction, which can lead to session hijacking or host impersonating. This method builds on IP spoofing, since a session, albeit a false one, is built. We will examine the ramifications of this in the attacks discussed below. 
3. What is IP address spoofing?
IP address spoofing is the creation of IP packets using somebody else’s IP source addresses. This technique is used for obvious reasons and is employed in several attacks. Examining the IP header, we can see that the first 12 bytes contain various information about the packet. The next 8 bytes, however, contains the source and destination IP addresses. Using one of several tools, an attacker can easily modify these addresses – specifically the “source address” field. 

A common misconception is that "IP spoofing" can be used to hide our IP address while surfing the Internet, chatting on-line, sending e-mail, and so forth. This is generally not true. Forging the source IP address causes the responses to be misdirected, meaning you cannot create a normal network connection as shown in the following example.
Figure 3 illustrates a typical interaction between a workstation with a valid source IP address requesting web pages and the web server executing the requests. When the workstation requests a page from the web server the request contains both the workstation’s IP address (i.e. source IP address 192.168.0.5) and the address of the web server executing the request (i.e. destination IP address 10.0.0.23). The web server returns the web page using the source IP address specified in the request as the destination IP address, 192.168.0.5 and its own IP address as the source IP address, 10.0.0.23.
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Figure 3: Valid source IP address
Figure 4  illustrates the interaction between a workstation requesting web pages using a spoofed source IP address and the web server executing the requests. If a spoofed source IP address (i.e. 172.16.0.6) is used by the workstation, the web server executing the web page request will attempt to execute the request by sending information to the IP address of what it believes to be the originating system (i.e. the workstation at 172.16.0.6). The system at the spoofed IP address will receive unsolicited connection attempts from the web server that it will simply discard.
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                    Figure 4: Spoofed source IP address
4. Packet Spoofing Attacks

Because packet spoofing can be part of many different types of attacks, it is important to have an understanding of how they are used. A key factor in all packet-spoofing attacks is that it is not necessary for the attacker to directly receive packet replies from the target. Replies are either unimportant, their contents can be inferred, or the packets can be observed in transit. This section describes several such attacks and discusses their security implications.
4.1 SYN-flooding : Denial of Service attack
In these attacks, the main aim of the attacker is to stop the victim’s machine from doing it’s required job. Thus, the server is unable to provide its service to the legitimate clients. The damage done by these attacks can vary from a minor inconvenience to major financial losses. Some companies like ebay, amazon etc depend on the online services for their business. If their websites are attacked, it affects their transactions and they lose millions of dollars. The attacks are broadly classified into three major categories: 

· Bandwidth Consumption: All available bandwidth is used by the attacker leaving no bandwidth for the actual clients. E.g., ICMP ECHO attack

· Other Resource consumption: In this type of attack, resources like web server, print or mail server if flooded with useless requests, prevent the actual serving software from handling the traffic. E.g., mail bomb

· Network Connectivity: The attacker forces the server to stop communicating on the network. E.g., SYN Flooding. 
SYN Flooding attack is one of the most common network-based denial of service attack that exploits the limitations in the Transmission Control Protocol/Internet Protocol (TCP/IP) suite. It requires a little amount of work on the part of the attacker and is very difficult to trace it back to the attacker.
4.1.1 Three-way Handshake: 
As we know, a connection needs to be established between the source S and destination D to facilitate the communication between them. This process is referred as the three-way handshake. The process starts with the source sending a SYN packet (TCP header with SYN bit set) to D who responds by sending back packet with both SYN and ACK bits set. If the source finally responds with ACK bit set, connection is established else D sends RST signal after timeout period.  Three-way handshake is also used for initializing the sequence numbers, which are needed to provide reliable delivery of packets.  Three memory structures namely socket structure (socket), internet protocol control block structure and the TCP control block structure are allocated by both S and D for every connection.  These structures contain all the information required for the connection like state information, buffers, address information, flags, timer information, port numbers, sequence number information etc.
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                                                 Figure 5: Three-way Handshake





4.1.2 SYN Flooding Attack:
As it is explained above, whenever a SYN message arrives at the server that is in LISTEN state, the three memory structures are allocated by the server. It goes in SYN_RECVD state and sends back SYN, ACK message to the source. This is called half open connection state. There is limit on the number of half-open connections per port that any system can have concurrently. When the limit has reached, the machine will no longer accept any new connection until its queue goes below the limit. It is this limitation the attacker takes advantage to attack the victim. An attacker A starts the attack by sending different connection requests with spoofed/illegitimate source addresses to the victim D. D not knowing it is an attack, allocates its memory resources to these connections and sends SYN, ACK to these requests. D is now in the state of half open connections. The attacker does not send any ACK messages back. When the limit of half-open connections is reached, the victim no longer accepts any more connection requests. So all the legitimate connection requests are also denied. This denial of service to its actual clients exists until timer expires (usually 75s) or if some connections are reset or completed. 
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    Figure 6: System under attack




The attacker has to continuously keep sending SYN packets to the victim requesting new connections. This is important if he wants the denial of service condition to exist for longer period than the timeout period. After timeout period, the connections are reset and resources are reallocated enabling the new connection requests to be accepted. It is necessary for the attacker to use source addresses that are not accessible from victim D. If this is not done, then when the victim sends SYN, ACK to the actual source address S. S does not expect this message so it sends RST packet to D and the connection is reset. This will be a loss for the attacker.

4.1.3 Different Attack Modes:
Usually there are different parameters by which the SYN flood attack can vary. These include batch-size (number of packets sent from the source address in a batch), delay (time interval between two batches of packets) and mode of source address. There are mainly three modes of source address allocation:

Single address:  A single forged source address is used as the source for all packets.

Short list: An attacker uses a small list to pick the source address. These source addresses are then used to send the SYN packets

No list: An attacker can use a different, randomly created source address for sending out the packets every time he sends a new batch of packets.

In this attack, return packets are irrelevant to the attacker. However, for this attack to be successful, the attacker must spoof source addresses from hosts that are non-existent or inactive. If the source address is of an active host, because this host did not send the initial SYN packet, when it receives the acknowledgement packet from the target, it will reply with a reset and thus release the waiting slot.
4.2 Man-in-the-middle attacks 

If an attacker controls a gateway that is in the delivery route, he can 

· sniff the traffic 
· intercept / block/ delay traffic 
· modify traffic
[image: image5.emf]
Figure 7: Man-in-the-middle attacks
This is not easy in the Internet because of hop-by-hop routing, unless you control one of the backbone hosts or source routing is used. 

This can also be done combined with IP source routing option. IP source routing is used to specify the route in the delivery of a packet, which is independent of the normal delivery mechanisms. If the traffic can be forced through specific routes (=specific hosts), and if the reverse route is used to reply traffic, a host on the route can easily impersonate another host. The attack procedure is shown in the diagram below.
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Figure 8: Source Routing attacks
4.3 Attacks concerning the routing protocols 

A host can send spoofed Routing Information Protocol (RIP) packets in order to “inject” routes into a host. This is easy to implement, it only requires IP/UDP spoofing. On a LAN with RIPv2 passwords have to be used for updating routes, but plaintext passwords are used. The plaintext passwords can be sniffed.
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Figure 9: Link state before RIP

Attacker sends a forged RIP packet router 2 and says it has the shortest path to the network that router1 connects. Then all the packets to that network will be routed to attacker. The attacker can sniff the traffic.
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Figure 10: Link state after RIP

4.4 TCP Connection Spoofing
This attack requires coordination of several attacks; primarily denial-of-service of a trusted host, and packet spoofing of the attack target. The DoS component can be anything that prevents the trusted host from sending reset packets to the target. One such means would be a SYNflood. The other component requires sending packets spoofed to be from the trusted host to the target. Because of the DoS attack, the trusted host cannot reply to packets received from the target, and the attacker can cause the target to believe the packets are from the trusted host. This will allow the attacker to use the target as if it were the trusted host. 
This attack is made difficult because TCP requires reply packets to include the sequence number of the preceding packet. If the attacker cannot directly observe the packets, it must guess the sequence numbers. RFC 1948 provides recommendations for increasing the difficulty of predicting sequence numbers. Theoretically sequence numbers could be made unguessable. However, while more difficult than in the past, it is still possible and not as difficult as is widely believed.
4.5 IP address spoofing attack with ICMP 
5.5.1  Smurf:
In the Smurf attack, spoofed ICMP echo request (ping) packets are sent to a subnet broadcast address. This will cause each active host to send an echo reply to the source. In this attack the source address is set to the address of the target. This causes a large number of replies to be sent to the target causing degradation of service on its network. The Smurf attack exploits the concepts of packet amplification and address spoofing to overwhelm the target network.

[image: image9.emf]
Figure 11: Smurf attack

Again, seeing return packets is not important to the attacker; in fact, it is generally not desired. For this attack to be successful, the attacker must have access to a broadcast address that responds to ICMP echo requests. Unfortunately, these are widely available.
4.5.2  ICMP Redirect attacks 

ICMP redirect messages can be used to re-route traffic on specific routes or to a specific host that is not a router at all. 
The ICMP redirect attack is very simple. Here we just have to send a spoofed ICMP redirect message that appears to come from the host‘s default gateway. 

For example: Host 192.168.1.4 sends a forged ICMP packet to host 192.168.1.3, saying the route through 192.168.1.4 is a better way to internet. The source IP address of this forged ICMP packet is the gateway’s IP address 192.168.1.1. Then all the traffic from 192.168.1.3 to internet will go through 192.168.1.4.
[image: image10.emf]
Figure 12: Before ICMP redirect attack
[image: image11.emf]
Figure 13: After ICMP redirect attack
4.5.3  ICMP destination unreachable attacks
ICMP destination unreachable message is used by gateways to state that the datagram cannot be delivered. It can be used to “cut” out nodes from the network. It is a denial of service attack. Example: An attacker injects many forged destination unreachable messages stating that 100.100.100.100 is unreachable) into a subnet (e.g. 128.100.100.*). If someone from the 128.100.100.* net tries to contact 100.100.100.100, he will immediately get an ICMP Time Exceeded from the attacker‘s host. For 128.100.100.* this means that there is no way to contact 100.100.100.100, and therefore communication fails. 

[image: image12.emf]
Figure 14: ICMP destination unreachable attacks

4.6 UDP attacks 

UDP is an unreliable transport layer protocol. It relies on IP, it is connectionless, and its checksum is optional. Therefore, the delivery, integrity, non-duplication and ordering are not guaranteed. It is easy to send a forged packet to the target. Compared with this, TCP is connection oriented and the TCP connection setup sequence number is hard to predicated, so it is hard to insert forged packet into the TCP connection. Therefore UDP traffic is more vulnerable for IP spoofing than TCP.

[image: image13.emf]
Figure 15: UDP spoofing

[image: image14.emf]
Figure 16: UDP hijacking
4.7  Bounce Scan
A difficulty in scanning computer sites is that the attacker must see the replies. This makes it difficult to used spoofed addresses. The simplest way to do this is to spoof the address of another computer on your network segment and monitor network traffic for replies to the spoofed address. However, movement to switched Ethernet environments or away broadcast networks altogether makes this less feasible. A clever alternative  is to use spoofed packets and to indirectly observe the target’s replies. This is illustrated by the bounce scan attack. 

This attack takes advantage of the regular nature of the IP header “identification number” field. In most implementations, this number is increased by one with each packet sent. The bounce attack uses this by sending spoofed SYN packets to a port on the target host. If the port is closed, the target replies with a reset. The spoofed host takes no action on receipt of a reset. If the port is open, the target replies to the spoofed source with an acknowledgment. Because the spoofed host did not initiate the SYN, it sends a reset to the target, and increments its IP id number. The attack requires three steps: (i) probe the spoofed host to find its current id number; (ii) send the spoofed scan packet to the target; (iii) recheck the id number on the spoofed host. From this the attacker can learn if the target host’s port was open or not: if the id number went up by one, the port was closed, if it went up by two it was open.

To ensure that other packets are not sent to the spoofed host during the scan, the attacker should select a host to spoof with little or no network traffic (e.g. a networked printer, late at night). Alternatively, or if the spoofed host does not increment id numbers by one, the attacker can uses multiple probes to each port and infer its state by profiling the observed changes in id numbers.

4.9 Blind spoofing
An IP spoofing attack is made in the “blind”, meaning that the attacker will be assuming the identity of a “trusted” host. From the perspective of the target host, it is simply carrying on a “normal” conversation with a trusted host. In truth, they are conversing with an attacker who is busy forging IP –address packets. The IP datagrams containing the forged IP addresses will reach the target intact, IP being a connectionless-oriented protocol which requires no handshaking. (Each datagram is sent without concern for the other end).

However, the datagrams that the target sends back (destined for the trusted host) will end up in the bit bucket, the attacker will never see them. The routers between the target and attacker know the destination address of the datagrams, that being the “trusted” host, since this is where they originally came from and where they should be returned. Once the datagrams are routed there, and the information is demultiplexed on its way up the protocol stack, and once it reaches TCP, it will be discarded.

The reason for this is that a TCP connection request is initiated by a client via a SYN flag toggled on within the TCP header. Normally a server will respond to this request via the SYN/ACK to the 32 bit source address located within the IP header. Upon receipt of the SYN/ACK, the client sends an ACK to the server (completing the three way handshake) and data transfer in the form of datagrams can commence. TCP will only support a limited number of concurrent SYN requests for a particular socket. This limit applies to both complete and incomplete connections. If this backlog limit is reached, TCP will silently dump all incoming SYN requests until the pending connections can be dealt with. 

So an attacker must be very smart and ‘know” what the target has been sent and “know” what type of response the server is looking for. The attacker cannot “see” what the target host sends, but based on the handshaking procedure, an attacker can predict what the target host will send in response. Knowing both what has been sent and what the response will be eliminates the need to actually “see” the response. This allows the attacker to work in the “blind” and manipulate the system.

4.10 Non-blind spoofing
This attack takes place when the attacker is on the same subnet as the target that could see sequence and acknowledgement of packets. The threat of this type of spoofing is session hijacking and an attacker could bypass any authentication measures taken place to build the connection. This is accomplished by corrupting the DataStream of an established connection, then re-establishing it based on correct sequence and acknowledgement numbers with the attack

machine.
5. Mechanism of the attack
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Figure 17: Shows steps in spoofing
   5.1 Selecting a host and establishing trust relationship

Generally the attack is made from the root account on the attacking host against the root account on the target.  If the attacker is going to all this trouble, it would be stupid not to go for root. (Since root access is needed to wage the attack, this should not be an issue.)   One often overlooked, but critical factor in IP-spoofing is the fact that the attack is blind.  The attacker is going to be taking over the identity of a trusted host in order to subvert the security of the target host.  The trusted host is disabled using the method described below.  As far as the target knows, it is carrying on a conversation with a trusted pal.  In reality, the attacker is sitting off in some dark corner of the Internet, forging packets purportedly from this trusted host while it is locked up in a denial of service battle.  The IP datagrams sent with the forged IP-address reach the target fine (recall that IP is a connectionless-oriented protocol--  each datagram is sent without regard for the other end) but the datagrams the target sends back (destined for the trusted host) end up in the bit-bucket.  The attacker never sees them.  The intervening routers know where the datagrams are supposed to go.  They are supposed to go the trusted host.  As far as the network layer is concerned, this is where they originally came from, and this is where responses should go.  Of course once the datagrams are routed there, and the information is demultiplexed up the protocol stack, and reaches TCP, it is discarded (the trusted host's TCP cannot respond-- see below).  So the attacker has to be smart and *know* what was sent, and *know* what reponse the server is looking for.  The attacker cannot see what the target host sends, but she can *predict* what it will send; that coupled with the knowledge of what it *will* send, allows the attacker to work around this blindness. 
After a target is chosen the attacker must determine the patterns of trust (for the sake of argument, we are going to assume the target host *does* in fact trust somebody.  If it didn't, the attack would end here).  Figuring out who a host trusts may or may not be easy.  A 'showmount -e' may show where file systems are exported, and rpcinfo can give out valuable information as well. If enough background information is known about the host, it should not be too difficult.  If all else fails, trying neighboring IP addresses in a brute force effort may be a viable option. Next the trusted host must be disabled.
5.2 Host disabling:

To impersonate the trusted host, the attacker must first disable and make certain that no network traffic gets to the trusted host. The primary method used is called SYN flooding. TCP will silently dump all incoming SYN requests until the pending connections can be dealt with. The attacking host sends multiple SYN requests to the target (in this instance the trusted host) to load up the TCP queue with pending connections. The attacking host must also ensure that the source IP-address is spoofed and select a different, currently unreachable host, as this is where the target TCP will be sending it’s response. The reason that it must be unreachable is to prevent any host from receiving the SYN/ACKS sent by the system under attack. This would result in a RST (resend) being sent back to the system under attack, foiling the attack.

The target responds with SYN/ACKS to the spoofed IP address and once the queue limit is reached, all other requests to this TCP port will be ignored. This effectively disables the “trusted host” and allows the attacker to proceed with impersonating the “trusted host”.

5.3 Packet Sequence Sampling and Prediction:

The attacker must next determine where in the 32 bit sequence number space the targets TCP is located. The attacker then connects to a TCP port on the target (quite often SMTP) just prior to starting an attack and completes the three-way handshake, making sure that the initial sequence number (ISN) is recorded. This process is repeated several times to determine the Round Trip Time (RTT) and the final ISN retained. The RTT is necessary to predict the next ISN. 

The attacker uses the baseline ISN (from the last connect) and knows that the sequence numbers are incremented 128,000/second and 64,000 per connection. The attacker can average the time to travel to the host ( ½ the RTT) and then proceed on to the next phase of the attack, sending a packet with a spoofed ISN.

When the spoofed segment reaches the target, three separate actions may be taken, based on the accuracy of the prediction


If the sequence number is exactly where TCP expects it do be, the incoming data will 
              be placed on the next available slot in the receive buffer.


If the sequence number is less that expected number the byte is treated as a       

              retransmission and the packet is discarded.


If the sequence is greater than expected but within the bounds of the receive window,   

              it is held by TCP pending arrival of the missing bytes.


If the sequence number is greater than expected  and out of bounds  of  the   receive 
                window the  segment is dropped and TCP responds with a segment that contains the   

              expected sequence number.

5.4  Impersonating the Trusted Host:

If everything goes according to the plan, the SYN/ACK will be dropped by the incapacitated “trusted” host. The attacker must then wait to give the “trusted” host (under attack) time to send the SYN/ACK. Then the attacker sends an ACK to the target server with the predicted sequence number (plus one, to accommodate the ACK). If the calculations are correct, the target server will accept the ACK. The target server has then been compromised and data transfer can start.

5.5 System Compromise:
After initial compromise, most attackers will install a backdoor to make it much easier to get into the system in the future. Once compromised the attacker can use it to mount additional attacks or extract data and other information.

Once the trusted host is found, it must be disabled.  Since the attacker is going to impersonate it, she must make sure this host cannot receive any network traffic and foul things up.  There are many ways of doing this, one such method is TCP SYN flooding.

6. Spoofed Packets Detection Methods
Detection methods can be classified as those requiring router support, active host-based methods, passive hostbased methods, and administrative methods. Administrative methods are the most commonly used methods today. When an attack is observed, security personnel at the attacked site contact the security personnel at the supposed attack site and ask for corroboration. This is extremely inefficient and generally fruitless. An automated method of determining the whether packets ar likely to have been spoofed is clearly needed.
6.1 Routing methods
Because routers (or IP level switches) can know which IP addresses originate with which network interface, it is possible for them to identify packets that should not have been received by a particular interface. For example, a border router or gateway will know whether addresses are internal to the network or external. If the router receives IP packets with external IP addresses on an internal interface, or it receives IP packets with an internal IP address on an

external interface, the packet source is most likely spoofed.
In the wake of recent denial-of-service attacks involving spoofed attack packets, ISPs and other network operators have been urged to filter packets using the above-described method. Filtering inbound packets, known as ingress filtering, protects the organization from outside attacks. Similarly, filtering outbound packets prevents internal computers from being involved in spoofing attacks. Such filtering is known as egress filtering. It is interesting to note that if all routers were configured to use ingress and/or egress filtering, attacks would be limited to those

staged within an organization or require an attacker to subvert a router.
Internal routers with a strong notion of inside/outside can also detect spoofed packets. However, certain network topologies may contain redundant routes making this distinction unclear. In these cases, host based methods can be used at the router. A number of IP addresses are reserved by the IANA for special purposes. These are listed below:
· Special IP Addresses

· Private Networks (RFC 1918) 
· 10.0.0.0/8

· 172.16.0.0/12

· 192.168.0.0/16

· Special / IANA Reserved 
· 0.0.0.0/8 - Historical Broadcast

· 127.0.0.0/8 - Loopback

· 169.254.0.0/16 - Link Local Networks

· 192.0.2.0/24 - TEST-NET

· 240.0.0.0/5 - Class E Reserved

· 248.0.0.0/5 - Unallocated

· 255.255.255.255/32 -Broadcast
The addresses in the first group are private addresses and should not be routed beyond a local network. Seeing these on an outside interface may indicate spoofed packets. Depending on the particular site, seeing these on an internal address would also be suspicious. The other addresses in table 1 are special purpose, local only addresses and should never be seen on an outer interface.
Many firewalls look for the packets described in this section. Typically they are dropped when received. Because firewalls have been a popular security product, research into routing methods has been active. 
One limitation of routing methods is that they are effective only when packets pass through them. An attacker on the same subnet as the target could still spoof packets. When the attacker is on the same Ethernet subnet as the target, both the source IP address and the Ethernet

MAC would be spoofed. If the spoofed source address was an external address, the MAC would be that of the router. This implies that other techniques are required.
6.2 Non-routing methods
Computers receiving a packet can determine if the packet is spoofed by a number of active and passive ways. We use the term active to mean the host must perform some network action to verify that the packet was sent from the claimed source. Passive methods require no such action, however an active method may be used to validate cases where the passive method indicates the packet was spoofed.

6.2.1 Active Methods:
Active methods either make queries to determine the true source of the packet (reactive), or affect protocol specific commands for the sender to act upon (proactive). These methods have an advantage over routing methods in that they do not require cooperation between ISPs and can be effective even when the attacker is on the same subnet as the target.
Active methods require a response from the claimed source. Only if the spoofed host is active (i.e. connected to the network and receiving and processing packets) can it be probed. A host that is heavy firewalled and cannot respond to probes is effectively inactive. Because inactive hosts are commonly used as source addresses in spoofed packets, if these packets are seen in an attack, it is likely they are spoofed. When hosts will not respond to any probes, passive methods will be required for corroboration.
6.2.1.1TTL methods:
As IP packets are routed across the Internet, the time-to-live (TTL) field is decremented. This field in the IP packet header is used to prevent packets from being routed endlessly when the destination host can not be located in a fixed number of hops. It is also
used by some networked devices to prevent packets from being sent beyond a host’s network subnet. 

The TTL is a useful value for detecting spoofed packets. Its use is based on several assumptions, which, from our network observations, appear to be true.

When a packet is sent between two hosts, as long as the same route is taken, the                                                      number of hops will be the same. This means that the initial TTL will be decremented by the same amount.

Packets sent near in time to each other will take the same route to the destination.

Routes change infrequently.

When routes change, they do not result in a significant change in the number of hops.

If these assumptions do not hold, the described methods may result in false positives, that is, valid packets may appear to be spoofed. However, repeated checks should not consistently violate these assumptions. In general, they will hold. This allows improved accuracy by repeating the detection method to corroborate the results. Also, other non-TTL methods may be used for further corroboration.
6.2.1.2 Direct TTL probes:

By sending a packet to the claimed host that will cause a reply we can check to see if the TTL in the reply is the same as the packet being checked. If they are of the same protocol, they generally have the same TTL. Because different protocols use different initial TTLs, when the probe packet is of a different protocol, we must infer the actual hop count. Only a few initial TTL values are commonly used. For TCP/UDP, 64 and 128 are most commonly seen. ICMP commonly uses 128 and 255 as the initial value. By subtracting the observed TTL from the supposed initial value we can estimate the number of hops. For example, for an ICMP packet with an observed TTL of 241, we get 255-241 or 14 as the estimated number

of hops. If we are checking a TCP packet with an observed TTL of 50, we get 128-50=78 and 64-50=14. Because 14 is the expected value, we can assume the packet was not spoofed. If we knew the actual initial TTL for the host this would be more certain. Using information about a

particular host is discussed in the section on passive methods, but it should be noted here that combined methods are feasible and will result in better detection. 

If the attacker happened to be the same number of hops from the target as the spoofed source, this method would result in a false negative. Similarly, if the attacker knew the number of hops between the spoofed host and target, it may be possible to spoof the TTL field as well.     
6.2.1.3 IP Identification Number:
The sending host increments the Identification Number (ID) in the IP header with each packet sent. Because this is a value that is easily probed and changes in its value are predictable, we can use it to determine if a packet is spoofed. Unlike TTL values, IP ID numbers can be used to detect spoofed packets even when the attacker and the target are on the same subnet. 

If we send probe packets to the claimed source and we receive a reply, the ID values should be near the value of questionable packets recently received from the host. Also, the ID values observed in the probe should be greater than the ID values in the questionable packets. If not the packets were likely not sent by the claimed source. If the host associated with the claimed source is very active, the ID values may change rapidly. To be effective, the probes must be done very close in time to receipt of the questionable packets. 

Some systems change initial ID values using more sophisticated method than increment by or some other constant value. To avoid violating RFC 79I, for fragmented packet assembly, ID numbers only need be sequential for the fragments of a particular datagram. This allows for more complicated ID number usage. Two common alternatives are to use a separate counter for each packet stream, or to use pseudo-random values. The implementation challenge is to prevent overlapping existing IP data streams.
In cases where sophisticated ID number assignments are implemented, using ID numbers to detect spoofed packets may be problematic. However, if the attacker’s computer does not use the same ID number creation method, probes to classify the ID numbering method used would readily show a difference. Also, some OSs exhibit quirky ID number assignment for certain protocols or services. For example, the Linux (kernel 2.4.0-2.4.4) ICMP echo request/reply packets always set the ID to zero. This defeats the simplest ID number probes, but it does facilitate more sophisticated probes.
.

6.2.1.4 Flow Control: 
The TCP header includes a window size field. This is used to communicate the maximum amount of data the recipient can currently receive. This can also be interpreted as the maximum amount of data the sender can transmit without an acknowledgement from the recipient. This is the TCP flow control method. If the window size is set to zero, the sender should not send more data.
If the packets we are receiving are spoofed, then the sender will never see the recipient’s ACK-packets. This implies that the sender will not respond to flow control. If the recipient does not send any ACK-packets, the sender should stop after the initial window size is exhausted. If it does not, it is likely the packets are spoofed. One way of implementing this check is to always send an initial window size that is extremely small. If packets received exceed this threshold, we can infer the packets are spoofed.
Because spoofing replies with the correct sequence number to multiple TCP packets may be challenging, most spoofed TCP connections do not progress past the first ACK-packet. This implies that the best chance to detect spoofed packets requires it be done in the handshake.

Fortunately the TCP handshake requires the host sending the initial SYN wait for the returned SYN-ACK prior to sending its first ACK packet. By setting the window size in the SYN-ACK to zero, we can we can determine if the sender is receiving (and responding to) our packets. If the sender sends an ACK-packet with any data, we know the true source is not responding to our packets, and was likely a spoofed packet.
6.2.1.5 Packet Retransmission:

TCP uses sequence numbers to determine which packets have been acknowledged. An ACK-packet communicates to the recipient that all packets it has sent, up to and including the packet with the sequence number in the packet have been successfully received. When a packet is received with an ACK-number that is less than the minimum expected, or greater than the max expected, the packet is dropped and as a way to resynchronize the connection, a reply with the minimum expected ACK-number is sent. We can exploit these

replies to probe for spoofed packets. By sending a probe packet, spoofed to be from the internal host, with an ACK number greater than the minimum expected, we can induce a resynchronization ACK from the host being probed. If the probe receives a RST in reply, we can infer the connection was spoofed. A concern with this method is that it may lead to an ACK-storm as both sides attempt to resynchronize. This method is best performed on a firewall where the probe reply could be captured. This will prevent the internal host from seeing the reply, and will prevent an ACK-storm.
6.2.1.6 Traceroute:
When used to detect spoofed packets, traceroute may tell you the number of hops to the true source. Unfortunately it is very slow and generally fails when the site being checked is behind a firewall. If the firewall blocks the probing UDP packets (or the ICMP replies), the traceroute  program will know only the number of hops to the firewall. However, when the firewall is more hops away from the monitored site than the true site, traceroute will return a hop count greater than expected of the questionable packet. In this case, traceroute can be useful as a detector.
Because of its performance, traceroute is a poor general technique for spoofed packet detection. However, in cases where the attacker is nearer the target than the true source site’s firewalls, and the firewall will not allow probes to succeed, traceroute or similar techniques should be considered.
The issues with traceroute introduce a different method of spoofed packet detection base only on previously observed packets. Because the TTL and ID fields are set by the true source, we can learn the expected values for a particular host. 
6.2.2 Passive Methods:
Here observed data will have a predictable value, not relative to some prior packet. We can learn what values are to be expected and consider packets with unexpected values suspicious. Because TTL values are a function of a host’s OS, the packet’s protocol, and the network topology, all which are reasonably static, TTLs can be used as a basis for passive detection. Conversely, IP ID numbers, which generally have a strong relation to prior packets, do not make good candidates for the basis of a passive system. 
6.2.2.1 Passive TTL Methods:
TTL values are an indication of how many network hops exist between a packet’s source and destination. By recording, over a period of time, the TTL values of distinct source IP address/protocols we can learn which values are expected from particular hosts. We believe that these are reliable, predictable values of a given IP address/protocol. This will give us a reasonable basis for identifying suspicious packets from previously observed hosts.
Here we compare observed packets to the expected TTL values for that packet. If the values were anomalous, the packet would be flagged as suspicious. In many cases, we will receive packets from hosts not previously encountered. These will have no entry in the table. Without further information we will not be able to know if the packet’s TTL values are suspicious. How to flag such packets is left up to the particular application.
However, by taking advantage of the fact that similar IP addresses are commonly the same number of hops away from a monitoring point, we can expand the above method to predict values for previously unseen packets. In addition to learning IP address/protocol to TTL relations we can also learn IP subnet to TTL relations. The predictability based on subnets is not expected to be as high as specific IP address/protocols, but will provide additional information.
Rather than use passive methods alone, by using them in combination with reactive methods we can construct an efficient spoofed packet detection system. The reactive method can be initiated only when the packet seems suspicious. This minimizes the amount of probing

required, and allows us to test packets using a number of methods. 
One of the strengths of passive TTL methods is that they are resistant to network routing attacks. These occur when packets intended for a particular host are routed to another host posing as the first. Such an attack is not strictly packet spoofing because the packets are coming from the effective IP address of the sender. However, if the network distance between the two hosts has changed, we will identify these packets as spoofed. This allows passive spoofed packet detection to also act as a routing change detector.
6.2.3  Implicit Token Scheme:

Large-scale denial of service (DoS) attacks present a grave threat to hosts on the Internet. The use of source IP address spoofing makes the situation much worse. The Implicit Token Scheme (ITS), is an efficient method to defend against IP spoofing. ITS uses the path taken by a packet, which cannot be controlled by the attacker, and binds it to the source IP address of the same packet to form a token. All legitimate tokens are stored in a tokens database on border routers. When a packet is received, the border router checks the validity of the token it carries by consulting the tokens database. Only packets carrying valid tokens will be forwarded while the others are dropped. Although very effective, ITS requires border routers to maintain state information for thousands of simultaneous connections which could require more memory than is available on typical routers.
7. Uses of spoofing

IP spoofing is most frequently used in denial of-service attacks. In such attacks, the goal is to flood the victim with overwhelming amounts of traffic, and the attacker does not care about receiving responses to his attack packets. Packets with spoofed addresses are thus suitable for such attacks. They have additional advantages for this purpose – they are more difficult to filter since each spoofed packet appears to come from a different address, and they hide the true source of the attack. Denial of service attacks that use spoofing typically randomly choose addresses from the entire IP address space, though more sophisticated spoofing mechanisms might avoid unroutable addresses or unused portions of the IP address space. The proliferation of large botnets makes spoofing less important in denial of service attacks, but attackers typically have spoofing available as a tool, if they want to use it, so defenses against denial-of-service attacks that rely on the validity of the source IP address in attack packets might have trouble with spoofed packets. Backscatter, a technique used to observe denial-of-service attack activity in the Internet, relies on attackers’ use of IP spoofing for its effectiveness. IP spoofing can also be a method of attack used by network intruders to defeat network security measures, such as authentication based on IP addresses. This method of attack on a remote system can be extremely difficult, as it involves modifying thousands of packets at a time. This type of attack is most effective where trust relationships exist between machines. For example, it is common on some corporate networks to have internal systems trust each other, so that a user can log in without a username or password provided he is connecting from another machine on the internal network (and so must already be logged in). By spoofing a connection from a trusted machine, an attacker may be able to access the target machine without authenticating.
8. CONCLUSION

IP spoofing is less of a threat today due to the patches to the Unix Operating system and the widespread use of random sequence numbering. Many security experts are predicting a shift from IP spoofing attacks to application-related spoofing in which hackers can exploit a weakness in a particular service to send and receive information under false identities.
A number of attacks like SYN Flooding, Man-in-the-middle attacks, attacks concerning the routing protocols, TCP Connection Spoofing, spoofing attack with ICMP, UDP attacks, Bounce Scan,  Blind spoofing and  Non-blind spoofing can be carried out using IP spoofing.

A number of Routing and non routing methods can be used to prevent IP spoofing. The simplest solution is to not rely upon address-based authentication. Another possible solution is encrypting all network traffic to avoid source and host destinations from being compromised. The final recommended solution, one proposed by Bellovin in 1989 was to use random initial sequence numbering. This solution has been adopted by a number of Unix based operating systems in response to the increasing number of these type attacks during the past decade.

As Security professionals, we must remain current with the Operating Systems that we

use in our day to day activities. A steady stream of changes and new challenges is assured

as the hacker community continues to seek out vulnerabilities and weaknesses in our

systems and our networks.
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